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Abstract— This paper presents a new class of A* algorithms
for Viterbi phonetic decoding subject to lexical constraints. This
type of algorithm can be made to run substantially faster than
the Viterbi algorithm in an isolated word recognizer having
a vocabulary of 1600 words. In addition, multiple recognition
hypotheses can be generated on demand and the search can be
constrained to respect conditions on phone durations in such a
way that computational requirements are substantially reduced.
Results are presented on a 60 000 word recognition task.

I. INTRODUCTION

TATISTICAL methods of speech recognition are based on
Sthe assumption that the sequence of acoustic observations
corresponding to an utterance to be recognized is accounted
for by a path through a hidden Markov model (HMM) which
serves as a speech production model. The recognition problem
is usually formulated as one of finding the sequence of states
in the hidden Markov chain whose posterior probability (given
the acoustic observations) is maximal. The easiest way of
doing this is by means of the Viterbi algorithm [4]. However,
this algorithm suffers from several drawbacks.

1) It is an exhaustive search. For phoneme-based recog-
nizers with large vocabularies, the speech production
model can be very large and the search prohibitively
expensive. Although the Viterbi algorithm is the search
strategy which is usually used on medium vocabulary
applications (~1000 words), it is not clear how it can be
extended to very large vocabulary applications (~100
000 words).

2) It generates only one recognition hypothesis. Although
it can be modified to generate the N best hypotheses [1],
the amount of computation increases proportionately.

3) The simple device of imposing context-dependent min-
imum duration constraints on phone segments in recog-
nition has been found to lead to major improvements
in recognition performance [2], [7]. Because of their
non-Markovian nature, these constraints cannot be ac-
commodated by the Viterbi algorithm (without changing
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the topology of the phone models). Again, it is possible
to modify the Viterbi algorithm so that this can be done
but there is a substantial computational price to be paid
(2].

The principal alternative to the Viterbi algorithm is A*
or stack decoding. This type of algorithm was applied to
speech recognition by IBM in the 1970’s, using the formula
dictated by the Bayes decision rule to score recognition
hypotheses [4]. This approach has the advantage that multiple
recognition hypotheses can be generated very easily but it
will be inefficient unless one can construct a good heuristic
to evaluate partial recognition hypotheses and it is not clear
how this ought to be done. In [11] we developed a two-pass
algorithm for isolated word recognition in the case of very
large vocabularies which we called the graph search algorithm.
It is a variation on the A* theme, using approximate forward
and backward calculations to evaluate partial hypotheses. We
found that it works well in practice but there is no obvious
way of extending it to continuous speech.

On medium vocabulary applications, the Viterbi algorithm
has generally been found to run much more quickly than
A* algorithms and although the scoring procedure used by
the Viterbi algorithm does not have the same theoretical
justification as forward-backward scoring, it is widely agreed
that it works as well in practice.

In this paper we will present a new A* algorithm for
isolated word recognition using the Viterbi scoring procedure
to evaluate recognition hypotheses and a class of heuristic
functions which allows for a tradeoff between the efficiency
of the search and the burden of evaluating the heuristic scores.
Since the search is guided by an A*-admissible heuristic,
it is capable of generating multiple recognition hypotheses
on demand. Furthermore, using the Viterbi scoring criterion
enables us to incorporate phone duration constraints in a
natural way—their use greatly improves the speed of the
search. Two versions of the algorithm were tested on an
isolated word recognition task with a 1600 word vocabulary
and it was found to run considerably faster than the Viterbi
algorithm; also it runs very quickly on a 60 000 word
recognition task.

II. MARKOV MODELS AND PHONETIC GRAPHS

In this and the following section we introduce the mathe-
matical notation needed to describe the A* algorithm.

1063-6676/93$03.00 © 1993 IEEE



50 IEEE TRANSACTIONS ON SPEECH AND AUDIO PROCESSING, VOL. 1, NO. 1, JANUARY 1993

A. Markov Models

In Markov modeling, a speech segment is viewed as a dou-
bly stochastic process (Y1,---,Yr, s0,++,87); Y1, -+, Y is
a sequence of acoustic observations and s, - - -, s7 is a Markov
chain. Corresponding to each transition in the Markov chain
there is a distribution on acoustic observations. For each
time ¢t = 1,---,7,Y; is assumed to be generated by random
sampling from the distribution associated with the transition
st—1 — S¢. In the general case, there is a starting distribution
7w such that s is determined by sampling from 7. States s
which have the property that 7(s) is positive are known as
source states. The state sequence (and hence the observation
sequence) terminates when a sink state is reached. Sink states
are distinguished by the fact that the probability distributions
on transitions out of these states are undefined.

We assume that each phone model has a single source and
a single sink. Furthermore we will assume that, in each phone
model, the source communicates with just one state which we
refer to as the initial state and that there is just one state which
communicates with the sink; we refer to this state as the final
state and we denote the probability of the transition from the
final state to the sink in the model corresponding to a phone f
by gs. Two phone models are concatenated by identifying the
sink state of the first model with the source state of the second.

B. Phonetic Graphs

A phonetic graph G consists of a list of nodes and a list
of branches. Each branch is a triple (n;, f,n2) where n; and
ng are nodes (referred to as the starting node and the target
node of the branch) and f is a phone label. A node n with the
property that no branch has n as its target is called an initial
node. If n has the property that no branch has n as its starting
node then it is said to be a final node.

For example, a phonetic transcription fi---fx is a
graph having K + 1 nodes ng,---,nx whose branches are
(nk—1, fsnk) for & = 1,---, K. There is one initial node,
namely ng, and one final node, nx. If f is a phonetic
transcription of length K then we set f, = fi---fr for
Eisi-brs wikKs

If G is a phonetic graph, then a path in G is a sequence
of branches by,---,bx having the property that the target
node for each branch is the same as the starting node of the
following branch. The path is said to be complete if the starting
node of b; is an initial node and the target node of bg is a
final node. If we are given a lexicon L and a graph G, we say
that G generates L if every complete path in G corresponds
to a transcription in L and every transcription in the lexicon
corresponds to a complete path.

An example of a graph that generates L is the lexical tree
whose nodes are sequences of phones which have the property
that they can be extended to complete transcriptions in L. If
ny and ny are nodes and f is a phone label, then (ny, f,n9) is
a branch of the lexical tree if the sequence ny is a one-phone
extension of n; and the phone in question is f. There is one
initial node (the empty phone sequence, also referred to as the
root node) and the final nodes are phone sequences which are
complete transcriptions in L (also referred to as the leaf nodes).

Fig. 1. A lexical tree. Each branch carries a phone label. Leaf nodes
correspond to complete transcriptions of words in the dictionary and the other
nodes to partial transcriptions.

An example of a lexical tree is shown in Fig 1. The reverse
lexical tree corresponding to L is defined similarly: its nodes
correspond to sequences of phones which have the property
that they can be extended backward to complete transcriptions
in L.

If we are given a graph G and an equivalence relation ~ on
the nodes of G we can construct a new graph G*, called the
quotient of G by ~. The nodes of G* are equivalence classes
of nodes of G. A triple (n}, f,n3) is a branch in G* if there is
a branch (nq, f,n2) in G such that n] is the equivalence class
of my and nj is the equivalence class of no. Note that for every
path in G there is a corresponding path in G* whose branches
carry the same phone labels. In particular if G generates a
lexicon L, every complete transcription in L corresponds to a
complete path in G*. Generally speaking, G* will overgenerate
L but it is easy to construct examples where G* does not
overgenerate L and G* contains fewer branches than G.

Suppose we are given a phonetic graph G together with a
probability distribution 7 on the initial nodes and, for each
node n which is not a final node, a probability distribution
P(- | n) on the branches having n as their starting node. In this
case we say that G has a probability structure. For example
if G is the lexical tree corresponding to L, then there is a
probability structure defined on G as follows. The distribution
7w is concentrated on the root node and probabilities are
assigned to each of the branches of G in such a way that
the prior probability of any transcription in L is the product
of the probabilities on the branches in the corresponding path
through G.

C. The Markov Model Corresponding to a Phonetic Graph

If G is a phonetic graph having a probability structure, we
can associate a HMM M with it as follows.

The states of M are defined by taking the nodes of G
and, for each branch in G, taking a copy of the corresponding
phone model with the source and sink states removed. The
source states of M are the initial nodes of G' and the starting
distribution is 7. The sink states are the final nodes of G. If n
is a node and s is the initial state on a branch b having n as its
starting node and f as its phone label, then the probability of
the transition n — s is P(b | n). The distribution associated
with the transition is the same as the distribution associated
with the transition from the source to s in the f model. If n
is a node and s is the final state on a branch b having n as
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its target node and f as its phone label, then the probability
of the transition s — n is ¢¢. The distribution associated with
the transition is the same as the distribution associated with
the transition from s to the sink in the f model.

There are two points to note about this construction. Firstly,
if G is a phonetic transcription consisting of a single phone f
then Mg is identical to the model for f. Secondly, the nodes of
G are embedded as states in M. This gives a convenient way
of defining and calculating forward and backward probabilities
at the nodes of G.

III. DYNAMIC PROGRAMMING ALGORITHMS

Suppose an observation sequence Yi,---,Yr and a hid-
den Markov model M which may correspond to a single
phone or to a phonetic graph. The state sequence sg,- - - st
whose posterior probability (given the sequence of obser-
vations Y7,---,Yy) is maximal is referred to as the MAP
(maximum a posteriori) state sequence. The Viterbi score of
the utterance, V (Y3, --,Yr | M), is the joint likelihood of
the observation sequence and the MAP state sequence:

V(Yi,---,Yr | M)=P(Y1,---,Yr, 80, ,57)

where sg, - - -, st is the MAP state sequence. The Viterbi score
and the MAP state sequence can be found by either the forward
or backward Viterbi algorithm.

A. The Forward Viterbi Algorithm

The forward trellis is the set of all pairs (s,t) where s
is a state of M (which could be a source or a sink) and

t=0,---,T, for which there exists a state sequence sq, - - -, 5
such that

1) sg is a source,

2) St = 8,

3) if t > 0, then P(Yy,---,Y;, 80, +,8¢) > 0.

If (s,t) is a forward trellis point and ¢t > 0, let
50, -, 5¢ be a sequence satisfying these conditions for which
P(Yy,--,Y:, 80, +,8¢) is maximal. In this case we define
the forward probability «.(s) to be this maximal value and
the backward pointer j;(s) is defined to be the state s;_. If
(s,t) is a forward trellis point and ¢ = 0 then s must be a
source. We define () to be m(s). For pairs (s,t) which are
not in the forward trellis we set a;(s) = 0.

For ¢ > 0, the forward probabilities at each state s can be
calculated recursively from the formula:

a(s) = maxaz_1(s)P(s | s )L(Y; | 8’ — s)
Ji(s) = argmax ay_1(s")P(s | s')L(Y; | 8 — s).

Here, s" ranges over all states for which the probability of the
transition s’ — s, P(s | s'), is positive and L(- | s — s) is
the probability density function associated with this transition.
The Viterbi score V(Y1,---,Yr | M) is max, ar(s) where s
ranges over the sink states.

The MAP state sequence sg,---,sp can be found as fol-
lows: sy = argmax,ar(s) (where s ranges over the sink
states) and, for 0 < ¢t < T, s, is determined recursively by
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the formula:
5t = Jeg1(St41)-

B. The Backward Viterbi Algorithm

The backward trellis is the set of all pairs (s,¢) where s
is a state of M (which could be a source or a sink) and

t =0,---,T, for which there exists a state sequence s, - - -, ST
such that
l) St = S,

2) s is a sink,

3) if t < T then P(Yii1, -+, Y1, Se41, -+, 87) > 0.

If (s,t) is a backward trellis point and ¢t < T, let
s¢, -+, 8T be a sequence satisfying these conditions for which
P(Yi41, -+, Y7, 8441, -+, 87) is maximal. In this case we
define the backward probability 3;(s) to be this maximal value
and the forward pointer k;(s) is defined to be the state s;.
If (s,t) is a backward trellis point and ¢ = T, then s must be
a sink. In this case we define 37(s) to be 1. For pairs (s, 1)
which are not in the backward trellis we set 3;(s) = 0.

For ¢ < T, the backward probabilities can be calculated
recursively from the formula

Bi(s) = max Bg1 () P(s’ | $)L(Yigr | 5 — o)
ke(s) = argmax f1 () P(s” | $)L(Yewn | 5 = o).

The Viterbi score V(Y1,---,Yr | M) is max,w(s)B30(s).
The MAP state sequence sg, - - -, $7 can be found as follows:
so = argmax,7(s)Bo(s) and, for 0 < ¢t < T\ s; is determined
recursively by

St = kt«l(st—l)-

If we are given a phonetic graph G' which has a probability
structure and a set of acoustic observations Y7, - - -, Y7 then we
can find the complete transcription f in the lexion generated
by G for which

VTS S PP P

is maximal by using either the forward or backward Viterbi
algorithm to find the MAP state sequence in M¢: f is just the
sequence of phones obtained by reading off the phone labels
on the branches visited by the MAP state sequence. In this
case f is called the Viterbi transcription of the utterance.

If G' does not have a probability structure then the Viterbi
transcription of the ‘utterance is defined to be the complete
transcription f in the lexicon generated by G for which

V(Ya,---,Yr | f)

is maximal. This can also be found by the Viterbi algorithm if
we set the “probability” on each branch to be 1 and set 7(n)
to be 1 if n is an initial node and 0, otherwise.

The block Viterbi algorithm finds the Viterbi transcription
of the utterance without explicitly identifying the MAP state
sequence in Mg.
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C. The Block Viterbi Algorithm

We assume that the graph G has a probability structure and
we will present only the forward version of this algorithm.

First we need some notation. For each time ¢t = 1,---,T
and each phone f we define a “point score” function h{ which
represents the cost of recognizing the phone f starting at time
t.Fort = 1,:--,T, set

W)=V Yo | f)

for t’ = t,---,T. (In performing the Viterbi alignment, it is
understood that the source state of f is occupied at time ¢ — 1
and the sink state at time t'.)

Note that this function can be evaluated for all ¢ in the
interval [t, T using a single trellis calculation. For the block
Viterbi algorithm and the A* algorithms presented in the
next section it is convenient to pre-compute the point scores
(although in the latter case it would be more efficient to
compute them on demand).

If f is any phone other than the silence phone we impose
maximum and minimum constraints on the duration of f by
setting A7 (') to be 0 for all values of ¢’ for which the duration
(namely, ¢’ — ¢ + 1) is inadmissible.

Fix a node » in G and a time ¢t = 1,---,7 and suppose
at(n) > 0 (recall that n can be interpreted as a state in the
Markov model Mg so the forward probabilities at n are as
defined above). Let sg,---,s; be the optimal state sequence
in Mg which ends at n at time ¢. The state visited at time
t — 1,8;_1, must be the final state on one of the branches
having n as its target node. Let b;(n) denote this branch and
define 7¢(n) by the condition that the time at which the optimal
state sequence enters the phone model on the branch b.(n) is
Tt(n) + 1.

The forward probabilities «:(n) at each node n can be
calculated recursively for ¢ > 0.

s / Nyt
a(n) = ook o ay(n)P(b | n")hi (1)

where f ranges over all phones, and for each f, n' ranges
over all nodes such that (n’, f,n) is a branch in G and b is
this branch. Choosing f and n’ which maximize

max ay(n')P(b | n')h{,H(t)

gives bi(n) and

7¢(n) = argmax ay (n")P(b | ’ILI)fL{/_,r_l(t).
<t

The Viterbi transcription and its segmentation can be deter-
mined as follows. Set by = bp(ny), let ny be the starting node
of by and let t; = 7r(ny). Suppose by, ny, and ¢, have already
been determined for some positive integer k. If ¢, > 0, then
set by41 = by, (ng), let ngy; be the starting node of by, and
let tg41 = 7¢,(ng). If tx = O then the Viterbi transcription
iS frfx—1---f1 where for each j = 1,---,k, f; is the phone
label on the branch b;.

IV. A" ALGORITHMS

Suppose we are given lexicon L. Let G be the corresponding
lexical tree with the natural probability structure inherited
from the prior distribution on lexical entries. Each node in
G corresponds to a partial phonetic transcription f; leaf nodes
correspond to complete transcriptions of words in L and other
nodes to incomplete transcriptions. If we are given an utterance
Y1,---,Yr and a partial transcription f, the forward and
backward probabilities «;(f) and 3;(f) are defined by treating
f as a state in the HMM M. This gives

a(f) = P(HV(Y1,---, Ye | f)

fort = 1,---,T; if f is incomplete,

Be(f) =
{mgaxP(g|f)V(Yt+1,---,YT|g), fort=0,--.,T -1
0, forit:=T.

where g ranges over all phone strings such that fg is a
complete transcription; finally if f is complete,

i itd= T
ﬂt(f)‘{o, ift x0T
The problem of recognizing the utterance Y7, - - -, Y is to find

the complete transcription f for which ar(f) is maximal.

Generally speaking, an A* search of the lexicon proceeds
as follows. At each iteration of the algorithm, there is a sorted
list (or ‘stack’) of partial transcriptions each with a heuristic
score. The partial transcription with the highest heuristic score
is expanded, meaning that for each of the one-phone extensions
permitted by the lexicon the heuristic score of the extended
transcription is calculated and the extended transcription is in-
serted into the stack at the appropriate position. The algorithm
terminates when a complete transcription appears on the top
of the stack. If the heuristic satisfies a simple admissibility
condition given below, the entry on the top of the stack
when the algorithm terminates is guaranteed to be an optimal
complete transcription. Furthermore, if the algorithm is iterated
beyond the point when the first optimal complete transcription
is found, then each of the complete transcriptions in the lexicon
will eventually appear on the top of the stack in order of
decreasing likelihood. Hence multiple recognition hypotheses
are obtained at little extra cost.

The score of a partial transcription f (complete or incom-
plete) is defined as

h(f) = ()Iélng at(f)Be(f)-

That is, A(f) is V(Y1,---, Yz | f)P(f) if f is complete and
if f is incomplete, h(f) is maxg V(Y1,---,Yr | fg)P(fg)
where g ranges over all extensions of f such that fg is a
complete transcription.

A heuristic score is a function h* defined on partial tran-
scriptions. The heuristic is said to be admissible if

1) h(f) < h*(f) for all partial transcriptions f,

2) h(f) = h*(f) if f is a complete transcription.
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To see that the admissibility condition guarantees that the
first complete transcription to appear on the top of the stack
is optimal, suppose g is an optimal complete transcription.
At every iteration of the algorithm some subtranscription g’
of g is on the stack (proof by induction on the iteration
number). Note that since g is an optimal complete extension of
g',h(g') = h(g) by the definition of h. Now suppose that when
the algorithm terminates, we have a complete transcription f
on top of the stack and there is a subtranscription g’ of g
present somewhere on the stack. Then, by (2), h(f) = h*(f)
which is greater than or equal to h*(g’), since f is on top of
the stack. By (1), h*(g’) > h(g’) which is equal to h(g) as
remarked above. Thus A(f) > h(g) which shows that f is
an optimal transcription, as required. See [6] for an extended
treatment.

Given an equivalence relation on GG, we can construct an
admissible heuristic as follows. Let G* be the quotient graph
and suppose we calculate the backward probabilities at the
nodes of G* using the standard backward Viterbi algorithm.
(We do not assume that there is a probability structure on
G*.) If f is a partial transcription and ¢t = 0, -- -, T, we define
B (f) to be the backward probability at time ¢ at the node in
G™ corresponding to f (namely, the equivalence class of f).
Note for t = 0,---,T,

Be(f) < B (f)

since G* imposes weaker constraints on future extensions
of f than G and in Viterbi decoding through G* there is
no probability structure (by assumption) and phone duration
constraints are not taken into account. Hence, if we define

() = max o ()0 (f)

it is clear that the admissibility condition is satisfied.

Thus we get an A*-admissible heuristic for each equivalence
relation on the lexical tree. At one extreme, there is trivial
equivalence relation which identifies all of the nodes in the
lexical tree. The graph G* imposes no phonotactic constraints
on phone strings so ~A* will tend to seriously overestimate A,
causing a substantial amount of backtracking in the A* search.
On'the other hand, since the graph G* is so small, very little
work has to be done to evaluate the heuristic.

At the other extreme, there are equivalence relations which
have the property that graph G* does not overgenerate the
lexicon. There may be many of these—for a given lexicon
it is generally possible to construct graphs which generate
it and are smaller than the lexical tree (using well-known
graph reduction techniques [3]). In this case, if phone duration
constraints are not imposed, we have h* = h so the number
of expansions performed by the A* search is minimized.
Although calculating the heuristic function is expensive since
it requires an exhaustive search through a relatively large
graph G™, multiple recognition hypotheses can be found
at essentially no extra cost. This is the idea behind the
Tree—Trellis algorithm of Soong and Huang [8].

For each positive integer £ we can define a k-phone
equivalence relation on G as follows. Each of the nodes whose
distance from the root node is less than &k branches is assigned
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to its own equivalence class. Two of the remaining nodes
are equivalent if the phone labels on the first k branches
encountered in tracing back to the root node are the same.

We have decided to work with the diphone equivalence

relation (k = 2) since it appears to give a reasonable tradeoff
between the amount of backtracking done during the A* search
and the amount of computation needed to evaluate the heuristic
scores. Note that the quotient graph corresponding to this
equivalence relation imposes triphone phonotactic constraints
on phone strings, in the sense that every phone string generated
by the quotient graph has the property that each substring of
length three appears in one of the lexical entries.

The algorithm can be summarized as follows.

1) The first step is to calculate the backward probabilities
at each node of the graph G* and the point scores h{ (')
for each phone f in the phone inventory.

2) Each stack entry consists of a partial transcription f,
the heuristic score h*(f) and an array of forward prob-
abilities ay(f),t = 0,---,T. At each iteration of the
algorithm, the entry having the highest score is ex-
panded, that is to say all one-phone extensions permitted
by the lexicon are entered into the stack.

3) When a partial transcription f is extended by adding
a phone f to give a new partial transcription f’, the

forward probabilities a (f),t’ = 1,---,T, are calcu-
lated as in the block Viterbi algorithm (taking duration
constraints into account): for ¢/ = 1,---,T,

ay(f') = max a(f)R (1)

and the heuristic score of the extended path, h*(f’), is
given by

R = Orél%XT a(f)B: (f)

where 37 (f') is the backward probability at time ¢ at
the node in G* corresponding to f'.

4) The algorithm terminates when the first complete tran-

scription appears on the top of the stack.

As it stands, the algorithm requires that a full array of
forward probabilities a.(f) be carried around with each of the
partial transcriptions f on the stack. The computation could
clearly be speeded up if the size of this array could be reduced
by roughly locating the endpoint of the partial transcription f.
Suppose f = f1:-- fr. The endpoint of f is given by the
expression:

argmax o ()5 (f)

0<t<T

which cannot be evaluated in practice since the backward
probabilities are not known. An approximate endpoint is given
by the expression:

argmax ow ()35 (f).
0<t<T

We have found empirically that this gives an estimate which
is accurate to within a few frames' most of the time but

' 1 frame = 12.5 ms.
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occasionally makes much larger errors. The reason for this
is that if the graph G* overgenerates the lexicon then the
optimal extension of f found by G* may differ from the
optimal extension permitted by the lexicon by an insertion or a
deletion of a phone immediately following f; so the endpoint
of fir may be misplaced. (Substitution errors and the fact that
duration constraints are not imposed on the optimal extension
found by G* may also contribute to endpointing errors but
these effects are less serious.)

On the other hand, it is reasonable to expect (and it turns
out to be true in practice) that errors made in recognizing the
phones following fj do not cause serious errors in endpointing
the phones fr_1, fr—2, --. We now show how the algorithm
we have proposed can be modified to take advantage of this
fact.

A. Looking One Phone Ahead

As before, let G* be the quotient of the lexical tree G
corresponding to the diphone equivalence relation and let h*
be the corresponding heuristic function.

We define a new heuristic h(!) as follows. Given a partial
transcription f = fi--- fr, let ni_; be the node in G*
corresponding to f,_;, and let n; be the node corresponding
to f. Let b be the branch (ng_1, fr,n) and let s; be the
initial state of the copy of the model for fj which is associated
with the branch b. For each ¢t = 0,---, T, let B (f) be
the backward probability at time ¢ at s; (calculated by the
backward Viterbi algorithm in G*). We set

BO(f) = max (o) P(b | ne1)8(F):

Note that for ¢t < T, /}ft)( f) is the Viterbi score of the
observations Yiy1,---,Yr on the optimal path through G*,
which starts at node nj—; and is constrained to satisfy the
condition that the first branch taken on the path is b. The
argument that »(!) is admissible is the same as in the case
of h*.

The A* algorithm using A(!) as a heuristic differs from the
algorithm using A* (outlined above) in one respect. Suppose
we have a stack entry f, say f = f1--- fx. In using h(1)
as a heuristic, we associate with a stack entry f the array of
forward probabilities ¢ (fj,_;) (rather than the array au(f))
since this is what is needed to calculate h(1)(f).

The need for an alternative to the Viterbi algorithm for
speech recognition is most apparent in very large vocabulary
applications. However, we found it convenient for debugging
purposes to develop the A* algorithm on a medium vocab-
ulary application where the standard Viterbi algorithm had
already been implemented. This application is an experimental
phoneme-based speaker-independent isolated word recognizer
operating over the telephone lines. Speech is represented by
a 15-dimensional feature vector consisting of mel-cepstrum
coefficients and their differences, extracted every 12.5 ms.
Each phoneme is represented by a twelve-component mixture
HMM. The recognizer’s vocabulary consists of 1600 names
of companies listed on the New York Stock Exchange. The
recognizer does not have word-spotting capability so the user
is required to speak each company name in isolation.

In order to ensure that the transcription and the correspond-
ing Viterbi score found by the A* algorithm agree exactly with
those found by the standard Viterbi algorithm in all cases, we
implemented the A* algorithm (with h(Y) as a heuristic) as
follows:

1) For each phone (except the silence phone) we imposed
a minimum duration of 0 and a maximum duration of
70 frames. (For most phones these constraints are over-
generous but the standard Viterbi algorithm does not
know this.)

2) For each partial transcription f = f; - - - f on the stack
we calculated an estimate 7 ( f) of the endpoint of f;_,
by setting

T*(f) = argltnax ”"(fk—l)/ft(l)(f)

and then restricted the array of forward probabilities
associated with the stack entry by assuming that
a(fr—1) = 0 whenever |t — T*(f)| > 35. Thus we
associated an array of up to 71 forward probabilities with
each stack entry. (Since the array index cannot extend
beyond the beginning or the end of the utterance the size
of the array is less than 71 in some cases.)

Furthermore, we modified the algorithm slightly so that the
Viterbi segmentation of the first complete path appearing on
the top of the stack could be generated (the mechanism is the
same as that used in the block Viterbi algorithm).

We ran the A* algorithm on 861 utterances collected from
68 speakers and found that under these conditions the CPU
time on a VAX 3540 station needed to recognize a company
name on average was 3 min. This figure can be broken down
as follows:

1) 74 s for the calculation of backward probabilities at each

node of the graph G* by the backward Viterbi algorithm,

2) 52 s for the calculation of the phone point scores,

3) 55 s for the A* search itself.

For each of the words recognized, we dumped the entire
history of the A* search to a file in such a way that once
the Viterbi transcription f has been found we can read off
at(fk_l)/it(l)(fk)(t =1,---,T) for each of the subtranscrip-
tions f, of f and we obtained the exact endpoint of f;_;
from the Viterbi segmentation of f. We found that the exact
endpoint agreed with the estimate given by 7™ 91% of the
time. If the estimate were exact all of the time then it would be
possible for us to reduce the number of forward probabilities
associated with each stack entry from 71 to 1. Since this is not
in fact the case we sought to minimize the number of forward
probabilities needed by asking the following question: if we
choose the N values of ¢ which give the largest values of
a(fr_1) fl)(,fk), how large does N have to be to ensure
that the exact endpoint of f,_; is included among the N
hypotheses? In the Viterbi transcriptions of the 861 words
recognized, the total number of segment boundaries to be
identified is 12 396. Table I gives the relative frequency of
affirmative answers to this question on this sample for different
values of N. This relative frequency can be interpreted as the
empirical probability that a segment boundary will be included
among the top N hypotheses when we look ahead one phone.
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TABLE 1
PROBABILITY THAT A SEGMENT BOUNDARY IS INCLUDED IN THE ToP
N HYPOTHESES GENERATED BY LOOKING AHEAD ONE PHONE

55

TABLE 1II
PROBABILITY THAT A SEGMENT BOUNDARY IS INCLUDED IN THE ToP N
HYPOTHESES GENERATED BY LOOKING AHEAD TWO PHONES

N Inclusion Probability N Inclusion Probability
1 0.913 1 0.967
2 0.947 2 0.972
3 0.964 3 0.986
4 0.975 4 0.989
5 0.980 5 0.991
6 0.985 6 0.994
7 0.990 7 0.995
8 0.992 8 0.996
9 0.993 9 0.997
10 0.994 10 0.997

The speed of the A* search is directly proportional to
the number of forward probabilities associated with each of
the stack entries. The table shows that this number can be
substantially reduced (to 7 or 8) with essentially no loss in
recognition performance. Furthermore, using realistic duration
constraints will increase the speed of both the A* search and
the point score calculation by a factor of 2 to 3. (There is good
reason to believe that they will increase the recognition rate
as well [2], [7].) Thus it should be possible to implement the
algorithm in such a way that the time taken to recognize a
word is only fractionally larger than the time taken to perform
a Viterbi search through the graph G*.

To compare the performance of this algorithm with that of
the standard Viterbi algorithm, we first constructed a graph
which generates the 1600 word lexicon and is about half the
size of the lexical tree. We found that a standard forward
Viterbi search of this graph takes 6 min CPU time on average
on the same computer. (To ensure a fair comparison, no
attempt was made to prune the stack in the A* search nor
to restrict the forward trellis to a beam in the Viterbi search.)

B. Looking Two Phones Ahead

The amount of computation in the A* portion of the search
is directly proportional to the size of the array of forward
probabilities that has to be associated with each stack entry.
Our reason for using h(!) as the heuristic was that we hoped
to be able to use it to endpoint the second last phone in each
partial transcription on the stack, with a very high degree of
confidence. It turned out that to achieve 99% confidence it
was necessary to generate seven hypotheses for each endpoint.
Although this seems to be quite adequate for the 1600 word
application, there is clearly scope for improvement and this
issue is important for very large vocabulary applications. In
this section we indicate a way of dealing with this problem
by constructing a heuristic A(>) which can be used to endpoint
the third last phone in each partial transcription and which can
be evaluated with the same amount of computation as h(V).

Let G be the lexical tree, as before, and let G’ be the reverse
lexical tree. The diphone equivalence

relation on G’ is defined by assigning each of the nodes
whose distance from the root node is less than two branches to
its own equivalence class and saying that two of the remaining

nodes are equivalent if the phone labels on the first two
branches encountered in tracing forward to the root node are
the same. Let G* be the quotient of G’ by this equivalence
relation and suppose that the backward probabilities at the
nodes of G* have been calculated by the standard Viterbi
algorithm (without using a probability structure or phone
duration constraints).

Suppose we are given a partial transcription f = f; - - f
with £ > 2. We associate a node n in G* with f by letting
n be the equivalence class defined by the pair fr_1 fx and we
define ,Bt(z)( f) to be the backward probability at time ¢ at n
(calculated by the backward Viterbi algorithm in G*). Define

if f is incomplete
if f is complete.

h(2)(f) = { hm(%ogtg:r t(fr_2) t(2)(f)«

It is easy to see that A(?) is an admissible heuristic. In this
case in implementing the A* algorithm we associate the array
of forward probabilities a;(f,_,) with the stack entry f.
The stack is initialized by entering all diphone sequences
which appear in word-initial position as well as all complete
transcriptions of length 1 (if any).

We implemented the A* algorithm with the heuristic #(?) on
the company names application using a test set of 572 words.
As in the previous section, we collected segmentation statistics
to determine the probability that if f is the Viterbi transcription
of an utterance then the end point of a subtranscription f;_,
is among the top N values of a:(f1_5) t(z)(fk). The results
are given in the second column of Table II. Comparing them
with the results of Table I shows that the heuristic (%) gives
considerably better endpointing of partial hypotheses than /1),
as expected.

Table III gives the results of the same experiment performed
in our very large vocabulary speaker-dependent recognizer.
This has been described in detail elsewhere [9], [10]. Briefly,
speech is sampled at 16 kHz and represented by a 15-
dimensional feature vector consisting of mel-cepstrum co-
efficients and their differences, extracted every 10 ms. For
each enrolled speaker there is a set of 25-component mixture
HMM'’s, one per phoneme. For this experiment we choose
two male speakers, FS and AM, with test sets of 536 and
448 words, respectively, and we used a dictionary of 60 000






